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Abstract: Recently presented tabletop setups that combine multi-touch and in-the-air input mechanisms offer new interaction possibilities above and around the surface. This paper introduces a
comprehensive collection of gestural interaction metaphors based on these user input mechanisms
in combination with an in-depth evaluation regarding usability and design aspects. The introduced
gestures can be used in a low-cost setup employing a Kinect depth camera and our gesture library
Hoverreact. We present our metaphors and our evaluation results as a set of design guidelines for
recurring tasks in tabletop interaction design.
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Introduction

In-the-air interaction (often also referred to as hover interaction) in tabletop computing means
that users employ their arms above the surface to interact with the system. Such interaction complements input mechanisms like multi-touch or tangible interaction. Although several hardware
systems have been introduced that allow for in-the-air interaction above interactive tabletops (e.g.,
[HIW+ 09, KNF12, WB10]), the actual interaction mechanisms have been researched only insufficiently. For instance, the literature either presents single metaphors like extended reach gestures in
[BBGV11] or taxonomies of combined tabletop and in-the-air interaction concepts without evaluating those concepts (e.g., [MJGJ11]). Several interaction metaphors in the literature employ
marker-based tracking systems that demand users to wear gloves fitted with reflective markers
(e.g., [BBGV11, MJGJ11, LAM07]) or systems that require wearing other special equipment like
muscle sensors [BSMT09]. In the context of this paper, using such tracking systems has at least
three disadvantages. Firstly, users generally do not like to wear additional garment. Secondly,
such systems usually are too fragile and too expensive to be used outside of controlled surroundings. Thirdly, evaluation results based on such ’ideal’ systems can only be applied to comparable

systems.
We combine in-the-air with multi-touch user input and introduce a comprehensive collection of
gestural interaction metaphors to explore the potentials of this kind of interaction. Where possible,
existing in-the-air gestures have been adopted and refined. This paper presents our metaphors as a
set of design guidelines for recurring tasks in tabletop interaction design. All presented metaphors
have been implemented by us in the gesture library Hoverreact. In a user test, we evaluated our
gestures regarding usability and design aspects. Our design guidelines in combination with the test
results provide helpful design knowledge. We designed and implemented our metaphors in a way
that they can be used with our unobtrusive, low-cost tracking system that does not demand wearing
additional equipment. This system consists of a Microsoft Kinect1 that is facing the surface of
our self-built multi-touch tabletop system and our software SPIRITED (System for Presence and
Interaction Recognition In Tabletop Environments using Depth) that detects and tracks user’s arms
above and around the surface. Although our system might not provide as much information as
marker-based tracking systems, gestures built with our low-cost system could also be implemented
with marker-based systems like in [MJGJ11]. This makes our research results generally applicable
in the field of 3D UIs that could also be employed in settings like VR environments.
In section 2 we review and discuss related work. Section 3 illustrates our combined in-the-air
and multi-touch interaction metaphors. We present our hardware setup and the implementation of
the Hoverreact library in section 4. Section 5 evaluates our concepts in a preliminary user test. We
conclude the paper in section 6 and motivate future work.
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Related Work

Several papers present in-the-air interaction metaphors. Although these papers give first ideas for
such gestural input, they either contemplate single gestures or they omit evaluation. Carreira and
Peixoto [CP07] research using in-the-air hand gestures to change the translation and rotation of
objects on the tabletop surface. Employing shadows to give a feedback to users where their limbs
are in relation to the surface can, e.g., be found in [HIW+ 09, MJGJ11]. In-the-air drag-and-drop
gestures can be found in [MS10], where a standard pinch gesture on a DSI-based interactive surface
is used to ’pick up’ an object and bind it to the user’s hand. Afterwards the hand may hover in
the air above the tabletop and the object follows the hand. [MJGJ11] describes a similar concept.
[HIW+ 09] present a gesture, which allows to lift up a virtual object by performing a pinch gesture
above the object in the air. Extended reach gestures are another kind of interaction metaphors that
allow interaction with remote display regions that cannot be reached by a user. [BBGV11] gives indepth concepts and evaluation of in-the-air extended reach interaction metaphors for, e.g., remote
drag, scale and rotate gesture. However, the employed gestures can only be using a glove tracking
system. [MJGJ11] introduces a similar extended reach gesture employing a tracking system based
on a marker-fitted glove. However, they do not evaluate their gesture.
Another kind of related work explores the in-the-air interaction design space and considers
1
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related application contexts. [MJGJ11] present a range of in-the-air metaphors that they arrange in
their taxonomy of a continuous interaction space on and above a digital surface. Their interaction
setup consists of an interactive tabletop combined with a tracking system for reflective markers
that allow to track interaction gloves as well as real objects befitted with these markers. The
presented taxonomy gives a comprehensive exploration of the interaction design space introducing
a range of metaphors that employ combined touch, tangible and in-the-air interaction. In [LAM07],
Lucero et al describe a table that allows browsing images using in-the-air interaction. Although the
authors present interesting in-the-air interaction metaphors and give a short qualitative evaluation,
the gestures are application-related and afford to wear a special glove.
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In-the-Air Interaction Concepts

In this section, we present our in-the-air interaction metaphors complemented with multi-touch
input. These metaphors serve multiple purposes: Firstly, they explore the design space for combined touch and in-the-air gestural input. Secondly, by integrating them into a comprehensive set
of actions for recurring tasks in interaction design, we provide valuable design knowledge.
When designing in-the-air gestures, designers need to consider fatigue of the muscles. Therefore, staying in the same position for longer times or performing the same input repeatedly exhausts
users. Additionally, gestures should be easily discernible to prevent performing a wrong gesture
when users actually want to execute a similar gesture.
In the following, we shortly explain each metaphor in a (reduced) interaction pattern way similar to [Bor00]. Initially, a metaphor’s name is given in capital letters, followed by the abstract
problem the metaphor solves and is finalized by a description how users perform the gesture. Additionally, we give a design rationale [HA06] explaining why the gesture should be beneficial
and which problems could be solved thereby. Finally we also present illustrating figures for each
metaphor.
SHOW POSITION
Problem: Users need to get a feedback where their arm is in relation
to the surface.
Solution: Show a shadow of an arm on the table [HIW+ 09,
MJGJ11]. To provide the possibility to employ the hand as a pointing
device, a point on the shadow indicates the hand’s focus point (see
also section 4.2).
Design rationale: Better orientation in the UI facilitating interaction.

FOCUS
Problem: Users need to get feedback above which UI element their
hand hovers (i.e., which element is focussed).
Solution: Change the visual appearance when a hand hovers over
an UI element [MJGJ11]. For instance, a yellow border around the
element illustrates the focus as long as a hand hovers above it.
Design rationale: FOCUS gives a feedback about the actually
selected UI element without making it necessary to select it.

CONTEXT INFORMATION
Problem: Users want to retrieve context information to a UI element
on the table.
Solution: Show context information enhances FOCUS: Focussing
an element and waiting for a certain threshold time shows context
information.
Design rationale: As a user either touches or does not touch the
screen, it is difficult to adopt the desktop interaction metaphor of
hovering a mouse pointer over an UI element to trigger context
information by employing touch. The introduced gesture allows for a
simple context information retrieval mechanism without influencing
the touch interaction.

ACTIVATE
Problem: Users want to explicitly select an UI element using only
in-the-air interaction.
Solution: Focussing an element and moving the hand quickly down
activates the element. This motion mimics pushing a button.
Design rationale: This gesture would be especially helpful as a
selection metaphor in a setup where no touch interaction is possible
or not desirable (e.g., in emergency rooms).

DRAG-AND-DROP
Problem: Users want to move an UI element to a target position.
Solution: Similar to [MS10], users first perform a pinch gesture via
touch to bind an UI element to their hand. Lifting and moving around
the hand afterwards above the surface causes the UI element to stay
under the hand. To drop the element, the user taps the destination on
the surface.
Design rationale: This gesture allows for a more natural interaction
with virtual content (grab gestures belong to the first interactions in a
human’s life) while making it obsolete to have a physical connection
to the touch screen throughout the dragging operation. Although
users may be accustomed with ’standard’ drag-and-drop metaphors
from the desktop or touch screens, those metaphors may be difficult
to perform over large distances. Additionally, multiple tangible
objects or arms of other users could obstruct the dragging path.

EXTENDED REACH
Problem: Users want to move an UI element from a remote part of
the surface to themselves.
Solution: Moving two or more fingers on the surface towards an
element in a remote location of the table starts the extended reach
metaphor. Moving the hand up and down above the surface afterwards determines the length of a virtual ray that is cast into the direction to which the fingers have been initially moved. If the hand does
not move for a threshold time, the object under the end of the ray is
pulled to the point where the gesture started.
Design rationale: The extended reach gesture allows users to stay
in the same position without the need to walk to the remote location.

ADJUST
Problem: Users want to adjust a value in the UI (using combined
multi-touch and in-the-air interaction).
Solution: Putting one finger onto an ’adjust’ button or directly onto
the adjustable widget itself on the surface toggles the adjust mode.
Moving the other arm up and down adjusts the value. Removing the
finger from the surface ends the adjust mode and sets the value.
Design rationale: This metaphor makes slider UI elements obsolete.
This may provide less WIMP user interfaces on tabletops.

SNAPPED ROTATE
Problem: A user wants to rotate an object around its center.
Solution: Similar to ADJUST, a user selects the element that should
be rotated. However, for rotation a user needs to put two fingers onto
the element. Subsequently, users move their other hand up and down
in one of four interaction zones to rotate the element in discrete steps
(e.g. 10 degree steps). The interaction zones should enable the use
of more than one arm above the table in multi-user scenarios as only
a hand above the zone influences the rotation value. Removing the
fingers from the element ends the rotation.
Design rationale: This metaphor allows to rotate an element around
its center to ’snapped’ angles.
SCALE
Problem: A user wants to change the scale of an object.
Solution: In contrast to SNAPPED ROTATE, a scale gesture is performed as a two-handed in-the-air gesture. Holding both hands above
a scalable element toggles the scaling operation. Moving both arms
vertically apart enlarges the element. Moving them vertically together lets the element shrink. Removing the arms from the element
ends the scaling.
Design rationale: Similar to the ACTIVATE metaphor, this gesture
would be especially helpful as a metaphor in a setup where no touch
interaction is possible or not desirable (e.g., in emergency rooms).
Supposably, it would also be feasible to create a combined rotate
and scale in-the-air metaphor by additionally mapping the horizontal
position of the hands to the rotation.
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Setup and Implementation

Our hardware setup is closely related to our implementation. Therefore, we present our setup in
section 4.1 and shortly introduce our implementation and related design considerations in section
4.2.
4.1

Setup

Similar to the setup presented by Klompmaker et al. in [KNF12], we employ a Kinect depth
camera above a tabletop setup to sense user input in the volume above the surface (see figure 1).
To encourage casual use, using a depth camera allows unobtrusive interaction as users do not have
to wear special equipment like gloves or use an indirect input device like a pen. The Kinect is
mounted above our self-built tabletop setup called TwinTable that consists of two displays. In fig-

ure 1, the left display is a rear-projected screen and the right display is an LCD screen. The screens
have a diameter of 46” and a resolution of 1920 ⇥ 1080 pixels. The left screen is illuminated by
DI and allows for multi-touch and tangible interaction by employing our multi-touch and fiducial
detection and tracking software Actracktive2 . The Kinect camera is mounted 188 cm above the
surface.
Our software SPIRITED detects and tracks user interaction above the tabletop interface by employing the
depth data retrieved from the Kinect. SPIRITED is optimized for the detection of extremities reaching into the
interaction volume above the surface. As the resolution
of the depth camera in our setup does not allow to detect
single fingers, SPIRITED is optimized for the detection
and tracking of arms. In SPIRITED, extremities (i.e.,
arms) are represented by their coordinate system. This
system consists of the centroid and three principal components of the ellipsoid determined by the depth data associated to the extremity. Detected arms are transferred
Figure 1: Combined in-the-air and multi-touch
over the network via TUIO [KBBC05] to applications.
interaction setup: A Kinect is mounted above
4.2 Implementation
the interactive tabletop system TwinTable.
We implemented the gestures introduced in section 3 in a library called Hoverreact in Adobe Actionscript 3 that is based on our multi-touch interaction library TUIO AS3 [LBH+ 10]. Hoverreact
employs the data received by SPIRITED to detect gestures. Detected gestures are dispatched as
events to UI elements.
When implementing gesture detection, interaction designers and developers have to decide between different design approaches and alternatives. For instance, when FOCUS an UI element
on the surface, developers have to decide which element a user focuses. As humans mainly interact with surfaces using their hands, it is advisable to employ hands for FOCUS. Therefore, we
calculate a hand pointer from the information about an extremity that Hoverreact receives from
SPIRITED. Hoverreact then looks for an element under the pointer onto which a focus event can
be dispatched. The hand position is calculated along the first principal axis of a received ellipsoid.
However, this point actually describes the center of the hand and users could have other conceptual
models of where they think this point should be (e.g., they could expect this point to be at the end
of their hand under the tip of their middle finger). We also use the hand pointer for several other
gestures like ACTIVATE. Additionally, we employ threshold values for gesture detection. For instance, to trigger the displaying of CONTEXT INFORMATION, the user’s hand must keep still
for a certain time that is defined by a threshold value. To perform the ACTIVATE gesture, moving
the hand down for a certain distance activates the element under the hand. This distance is also
defined by a threshold value. When using SNAPPED ROTATE, the control display gain (CD gain)
defines how far the hand has to be lifted or pushed down above the interaction zones to rotate a
UI element for one discrete step. Although such values or conceptual models could be arbitrar2
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ily defined, it is more advisable to evaluate design alternatives with actual users. Therefore, in
the user test described in the next section, we compared alternative approaches for the introduced
metaphors.

5

Evaluation

To evaluate the interaction concepts introduced in section 3, we conducted a user test. One evaluation goal was to preliminarily figure out if participants could perform those gestures at all after
a short initial presentation. We tested only those gestures that were not introduced and tested in
other literature. However, we also tested such gestures if their interaction design differs clearly in
comparison to those presented in the literature (e.g., EXTENDED REACH). Another evaluation
goal was to gain an impression of user’s bias towards certain design parameters of our gestures. As
section 4.2 explains, for the implementation of gesture detection, interaction designers may employ threshold values (like timeouts, distances, CD gain) or may use different conceptual models
(e.g., for the hand pointer). It is not the pretense of this research work to give an in-depth quantitative evaluation of all possible design parameters for all tested interaction metaphors. However, the
results of our design alternative tests give a rough guideline for the range of such design parameters and allows deriving hypotheses that can be evaluated in-depth in future user tests. Section 5.1
introduces the structure of the user test and presents the results. Section 5.2 discusses our findings
and draws conclusions.
5.1

User Test

We recruited 14 students (13 male, one female) of our faculty to participate in the
user test. The participants performed several tasks throughout different phases (illustrated in figure 2). For instance, the
EXTENDED REACH phase consisted of
two tasks. In these tasks different timeout
values were tested for the time that a participant’s hand must be held still to trigger
the gesture. For each task, a screen was
presented to a participant in which an ex- ‘Figure 2: Different phases and tasks for participants of the user
ercise had to be performed using a certain test.
metaphor. Each phase was explained to the participant before the task started and lasted for the
time denoted in figure 2. In each of the task screens, a progress bar visualized the elapsed time. We
observed participants behavior during the user test and asked them to fill out a short questionnaire
after each gesture.
In the following, for each gesture shown in figure 2 we present the name of the gesture, a
description of the task that participants had to solve and the results of the test.

ACTIVATE
Task: Participants activated rectangles of different sizes.
Results: Participants had problems to activate the smallest rectangle with a size of 5 cm ⇥ 5 cm
as the element has to be in focus in the beginning and the end of the gesture. Therefore, it would
be advisable to enhance smaller elements with larger transparent focussing zones to enable easier
activation. 87% of the participants preferred the short over the long distance for the activation
as they found the 20 cm mode too exhausting and too imprecise. 81% liked activation without
shadows more as shadows on the table tended to flicker (due to SPIRITED’s tracking shortcomings). However, participants had more problems activating the small rectangle without a shadow.
Furthermore, 87% preferred using the fingertip as the pointer.

DRAG-AND-DROP
Task: Participants moved a picture from the screen’s long side next to them to the opposite side
using our gesture.
Results: As the image only gave a visual feedback after the grab gesture had been performed on
them and the arm lifted afterwards, we observed that some participants initially did not understand
if they performed the grab gesture successfully.

EXTENDED REACH
Task: For this phase participants were seated at the short side of the multi-touch display and
were asked to pull objects from the table’s remote side to themselves executing the EXTENDED
REACH gesture. In two tasks, we tested different values for the threshold time (called ’timeout’
in the following) that a user must hold the hand still to trigger the gesture (see section 3).
Results: 75% of the participants liked the shorter timeout better.

ADJUST
Task: ADJUST was the first gesture in which participants had to use two hands in parallel. One
finger touches the rectangle and the other arm moves up and down to control the value. Participants
were shown a rectangle with a label declaring the target value (0, 75, 35, 27 and 100) to which
they adjusted the value. In two separate tasks we tested different values for CD gain. Additionally,
we observed if users employed their dominant hand (DH, mostly the right hand) for touch and the
non-dominant hand (NDH) in-the-air or vice versa.
Results: Participants could quickly adjust to the boundary values 0 and 100. However, adjusting
to other values was more difficult. Participants were too involved in the interaction to recognize
that in two successive tasks two different values for CD gain were employed. The participants
found as well the continuous interaction with two arms as the problems to arrive at the target value
exhausting. 47% of the participants used the right hand to touch the image and the left in-the-air.
Therefore, 53% of the participants employed their arms vice versa.

SNAPPED ROTATE
Task: Similar to ADJUST, participants rotated the elements to target values (90 , 270 , 45 , 315
and 115 ) touching the rectangle with two fingers while moving the other hand up and down in
one of four interaction zones. While rotating, elements were snapped to 5 angles. Two different
CD gain values were tested.
Results: Participants could perform the rotation task better than the adjust task as the snapping
simplified the rotation. Similar to ADJUST, participants disliked continuously keeping two fingers
on the image. Some participants also disliked the interaction zones and wished for a global interaction zone. As the participants also did not experience any difference between the two different
CD gain modes, they had no preference for any of both alternatives (50% shorter vs 50% longer
CD gain value). The same percentage of participants (47%) as compared to ADJUST used the
right hand to touch the image and the left hand to perform the rotation.
SCALE
Task: The SCALE tasks were also similar to the ADJUST and SNAPPED ROTATE tasks. Participants scaled rectangles to a certain extent indicated by a semi-transparent rectangle in the background of the rectangle that should be scaled. In contrast to ADJUST and SNAPPED ROTATE,
participants had to use both arms in the air to control the element’s size.
Nr.
1
2
3
4
5
6
7
8
9

Gesture
Grade
CONTEXT INFO.
1,6
FOCUS
1,8
EXTENDED REACH 1,8
ACTIVATE
2,0
SHOW POSITION
2,3
DRAG-AND-DROP
2,4
ADJUST
2,8
SNAPPED ROTATE
2,8
SCALE
4,0

Table 1: Average grades given by
the participants for the tested gestures.

5.2

Results: This gesture caused the most problems in the
user test. It caused fatigue because two arms had to be
continuously stretched out and moved above the surface.
Furthermore, to end the SCALE gesture participants had
to pull the hands out of the volume above the table. This
caused the size to change inadvertently. Additionally,
arms can only be moved apart from each other for a
certain distance. Therefore, to scale to higher values,
participants have to start and end the gesture repeatedly.
Bearing this in mind, participants preferred the big CD
gain factor with 59%.

Discussion

The results of our user test show that our gestures could be performed well by participants. However, participants generally liked the gestures that had to be performed with one arm better than
those that had to be performed with two arms in parallel (see table 1). Gestures that were performed with one hand in-the-air (1, 2, 4, 5) were generally rated better than with one hand first
touching the surface and then executing an in-the-air gesture (3, 6), which were rated better than
combined, two-handed gestures (7, 8, 9). Therefore, when using touch in combination with in-the-

air interaction, it is recommendable to perform the two kinds of interaction successively with the
same hand (e.g., EXTENDED REACH) and not with two hands at once (e.g., ADJUST).
We did not test SHOW POSITION and FOCUS and CONTEXT INFORMATION as their
design was equivalent to the similar interaction metaphors introduced, e.g., in [HIW+ 09, MJGJ11].
However, as those metaphors were used frequently in the other metaphors, we could observe that
the majority of participants intuitively understood and employed those three metaphors well.
When employing two-handed, combined touch and in- the-air interaction, users did not have a
preference which hand they used for touch and which in the air. Roughly half of the users preferred
to use their right hand for touch and their left in-the-air while the rest preferred vice versa.
Usually, timeout values control how long a hand must be held still to trigger an action like
CONTEXT INFORMATION. However, holding the hand still in the air is exhausting. Complementing in-the-air interaction with touch has the advantage that a touch can set an an explicit
start and end point for an in-the-air gesture. Therefore, timeout values to detect a gesture can
be circumvented by complementing touch interaction. Nonetheless, when using timeout values in
combination with in-the-air interaction, shorter timeouts are preferred because it is less exhausting.
Generally, timeout values of around 750 ms are advisable.
We recommend using a size of at least 20 ⇥ 20 cm for UI elements above which users perform
one-handed in-the-air interaction. For two-handed in-the-air interaction, even a size of 30 ⇥ 30 cm
is preferable. Regarding the conceptual model of using the hand above the surface as a pointing
device to select objects under the hand, participants preferred employing their fingertips as the
selection pointer to using the center of their hand as a pointer. We suppose that participants have a
better idea where the tip of their finger is than where the center of their hand is and therefore prefer
using their fingertips for selection.

6

Conclusion and Future Work

In this paper, we have presented gesture concepts, implementation and an evaluation for in-the-air
interaction complemented with multi-touch input. With our gesture concepts, we explore the inthe-air design space above tabletops and present our interaction as a comprehensive set of recurring
UI actions that can be used as guidelines by interaction designers. In order to evaluate the usability
of our gesture concepts and survey design alternatives, we have conducted a preliminary user test.
The results show that all our gesture concepts could be performed by users. Basically, users prefer
one-handed, sequential metaphors to two-handed gestures that allow for simultaneous, two-handed
touch and in-the-air interaction.
Although we have designed our metaphors with collaborative scenarios in mind, we have not
tested it in such a scenario. Therefore, there is the need for a further exploration and a thorough
evaluation of our interaction metaphors in a collaborative setting.
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