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Abstract Digital tabletop environments offer a huge potential to realize application scenarios where multiple users interact simultaneously or aim to solve collaborative tasks. So
far, research in this field focuses on touch and tangible interaction, which only takes place on the tabletop’s surface.
First approaches aim at involving the space above the surface, e.g., by employing freehand gestures. However, these
are either limited to specific scenarios or employ obtrusive
tracking solutions. In this paper, we propose an approach to
unobtrusively segment and detect interaction above a digital
surface using a depth sensing camera. To achieve this, we
adapt a previously presented approach that segments arms
in depth data from a front view to a top view setup facilitating the detection of hand positions. Moreover, we propose a
novel algorithm to merge segments and give a comparison to
the original segmentation algorithm. Since the algorithm involves a large number of parameters, estimating the optimal
configuration is necessary. To accomplish this, we describe a
low effort approach to estimate the parameter configuration
based on simulated annealing. An evaluation of our system
to detect hands shows, that a repositioning precision of approximately 1 cm is achieved. This accuracy is sufficient to
reliably realize interaction metaphors above a surface.
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1 Introduction
The field of digital tabletops is topic of a lively research
community and is constantly growing [3]. Much effort has
been put into researching all kinds of gestures or combinations of input methods on the surface to realize natural interactive systems [18]. However, the main means of interaction
are still touch and tangible objects. The space above and
around the surface has also gained attention of researchers.
They mostly experiment with freehand gestures to be used
as a separate means of interaction [7,12].
When it comes to interaction in the volume above the
surface, many approaches focus on how to develop interaction techniques without examining the detection and tracking of hands themselves. This is usually accomplished by
using a proprietary tracking solution where the user has to
wear a glove or hat with markers attached, or by employing digital pens to interact with the digital content of the
tabletop. While marker-based tracking solutions are useful
to explore interaction techniques in a laboratory environment [14], users might perceive such solutions as obtrusive
and prefer wearing their casual clothes in real application
scenarios. Especially, when a digital tabletop is integrated
in everyday life, e.g., as a coffee table in private living environments or as an inquiry kiosk in public spaces, attaching markers would be cumbersome or even embarrass the
user. Moreover, marker-based tracking tends to use expensive equipment and needs precise configuration, making it
infeasible for every day applications.
First attempts to realize marker-less interaction above
digital tabletops have been made using depth cameras [2,
4, 22]. However, detecting body parts is either not the scope
of the approach [22], limiting assumptions about the scene
are made [2] or only specific gestures are detected [4].
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In this paper, we present an unobtrusive system for arm
and tangible object segmentation to detect the position of
hands and tangible objects above a digital tabletop. With our
approach, application developers are able to realize diverse
interaction techniques that users can employ in everyday situations. We integrate our setup in a living room environment
where we install a depth sensing camera above a digital table’s surface to monitor the scene from a top view. We make
major enhancements to a previously proposed approach [13]
for arm segmentation to detect hands and tangible objects in
this setup and present our adaption in detail. Additionally,
we describe a low effort method to estimate an optimal configuration of segmentation and detection parameters.
The paper is organized as follows. First, section 2 gives
an overview of related work before section 3 describes the
setup and the accuracy of the proposed system. Afterwards,
section 4 details the approach we take to detect interaction
above a digital tabletop and gives a comparison to the original algorithm by Malassiotis and Strintzis [13] regarding
the merging of segments. Moreover, we present a low effort
method to estimate a parameter configuration for segmentation and detection based on simulated annealing. Further, in
section 5 an evaluation of our approach regarding processing time, segmentation and detection, and repositioning accuracy of hands is given. Also, we discuss limitations of our
approach and show first application results using our system. Finally, section 6 concludes and describes future work
that builds on our approach.

2 Related work
The field of interactive surfaces is topic of several research
groups. In particular, the detection of interaction around the
surface has gained attention recently. Usually, the approaches either investigate the space above horizontal surfaces, the
space in front of vertical surfaces or a combination of both.
Our approach also relates to previous work that proposes
systems to estimate the human pose and detect body parts
from depth data. In the following, we first review previous work that focuses on extending interactive surfaces with
depth. Secondly, we give an overview of approaches to detect body parts in depth data.

2.1 Extending Interactive Surfaces with Depth
In [4], Hilliges et al. present two different rear projectionvision tabletop setups to detect interaction above a digital
surface. In the first setup, the height of hands above the surface is approximated by their brightness in the image employing a standard camera. The second setup uses a depth
sensing camera from behind a holographic screen to detect
the exact height of hands above the surface. However, only
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specific interaction, e.g., a pinch gesture above the surface is
proposed. Detecting human body parts is not subject of their
work.
In [2], Benko introduces DepthTouch combining a vertical screen with a depth camera to allow for interaction in
front of the screen. The interaction space is limited to a defined area where hand blobs are detected as the closest segments to the camera. Therefore, the approach is not directly
applicable in a top view setup. Furthermore, only one user
can interact at a time, which suspends multi-user scenarios.
Wilson and Benko present LightSpace [22], a combination of horizontal and vertical digital surfaces, multiple projectors and depth cameras. In their setup, they allow for carrying a virtual object on the user’s hand. However, they do
not distinguish between body parts but treat any part of a
mesh representing the detected surface of the user equally.
In [21], Takeoka et al. present Z-touch that uses multilayered infrared laser planes to detect interaction close to
a tabletop’s surface. The system does not scale for larger
interaction volumes above the surface and is unable to assign interaction to actual body parts. Annett et al. propose
Medusa [1], which is also an extensive hardware setup composed of a digital tabletop and three rings of infrared-based
proximity sensors, to detect the presence of users close to
the tabletop. Employing this technology, they are able to assign touches on the surface to hands of users. The authors
themselves pointed out that their system is error-prone in
situations when multiple users cross paths. Furthermore, accurate positions of hands above the surface or distinct body
postures cannot be determined.

2.2 Detecting body parts in depth data
There exists a vast body of literature on vision based approaches to realize marker-less human motion detection reviewed in [16]. Since our approach bases on acquired depth
data, we give a short overview of work focusing on the detection of body parts that involves depth data.
Several approaches employ a fusion of RGB and depth
data and a human body model to detect and track a user’s
body parts. Knoop et al. use an iterative closest point (ICP)
algorithm to fit the body model into the data in [10]. Apart
from kinematic constraints, no other assumptions are made.
However, the authors point out that the approach only works
reliably if the whole body is visible. Further, a higher tracking accuracy comes at the cost of a growing number of ICP
iterations, which increases the algorithm’s processing time.
Jain et al. propose a Haar cascade-based detection of head
and torso followed by a local fitting of limbs in [6]. The approach uses a frontal face detection classifier to estimate the
head’s position and then infers the upper body’s pose.
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With the launch of the Kinect1 , the OpenNI SDK2 has
become available to realize full body tracking in real-time
by fitting a human skeleton into depth data. However, the
system again only works if the user’s whole body is visible
and standing upright.
In [15], Plagemann et al. propose an approach to detect
human body parts in depth data by identifying geodesic extrema on the surface’s mesh. These extrema are classified
as head, hands and feet using a classifier trained on depth
images’ patches. To overcome self-occlusion problems occurring in this approach, Schwarz et al. [19] employ optical
flow to disconnect points lying on different body parts. To
correctly assign body parts, both approaches assume that the
user faces the camera to achieve a frontal view.
All previously mentioned approaches have in common
that they propose front view setups and assume certain situations. Among others, they assume that the full body is visible, that the head is above other body parts, that arms are
reaching towards the camera, or that the face is visible in the
camera image. None of these assumptions can be made in
a top view scenario. As a consequence, the so far reviewed
approaches are not applicable in our setup, which we will
describe in the following section.
Shotton et al. [20] propose an approach to detect body
parts from depth data without using any temporal or kinematic dependencies. Although they present a front view setup where the whole body is visible they do not make any assumptions that limit their approach to such setups. However,
they need an extensive database of labeled training data to
compute depth features for online detection of body parts.
A less extensive approach is presented by Malassiotis and
Strintzis [13] that determines clusters in depth images and
uses the respective eccentricities to detect arms. Because
of its simplicity we chose to build upon this approach and
present our adaption in section 4.
3 System
In this section we propose a system to detect user input
above and around a digital tabletop. We first present the
setup and its calibration before we describe the accuracy that
is to be expected of our approach.
3.1 Setup
There exist various tracking solutions using markers that are
attached to the user’s body offering a high tracking accuracy.
However, section 1 already points out that an obtrusive solution is not applicable in tabletop environments integrated
in everyday situations.
1
2
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Fig. 1 A Kinect is installed above a digital tabletop resulting in a topview setup.

As interaction takes place in 3D space, 3D information
of the scene has to be extracted first. There are numerous
different solutions to measure 3D data. Although a setup
with multiple cameras would reduce occlusion situations,
the system would demand an extensive hardware installation. A passive stereo-vision system could be used to obtain
a depth image of the scene. However, these systems lack in
reliability because corresponding points need to be found
in every frame which can be difficult, e.g., in homogeneous
regions. We therefore employ a single active depth camera
that uses infrared light to measure depth since this technology can achieve robust results at interactive frame rates.
In a setup where only a single depth camera is present,
the position and orientation of the camera has to be chosen carefully. In a tabletop setup, interaction is likely to be
performed from all sides of the table. Installing the depth
camera to obtain a side-view of the scene would limit the
system to only be usable from three sides. Furthermore, occlusions in multiple user scenarios might occur. Placing the
camera inside the table would solve occlusion issues but is
not applicable with most tabletop systems, as rear projecting
screens reflect infrared light. Therefore, we decide to install
the depth camera above the table to achieve a top view of the
scene.
One choice for a suitable active depth camera in our
setup could be a Time-of-Flight (ToF) camera. ToF cameras
are robust sensors to obtain depth images of the scene at interactive frame rates by measuring the time that the emitted
infrared light needs to return to the sensor [11]. However,
ToF cameras are still expensive and provide a rather low
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From the raw depth data captured by the Kinect sensor a
point-set
P = {pi = (xi , yi , zi ) ∈ R3 |i = 1...n}

Fig. 2 To determine reference and corresponding points in the tables
coordinate system and the camera coordinate system respectively, we
arrange nine calibration objects on the table’s surface.

image resolution. Moreover, ToF cameras cannot be used
with infrared illuminated tabletop systems since these cameras employ highly pulsed infrared light. This light interferes with tabletop systems by outshining the table’s infrared
light in the camera image making touch and tangible object
recognition on the surface impossible.
In contrast to ToF cameras, Microsoft’s Kinect determines the depth from a disparity map, which is obtained by
an infrared light pattern constantly projected onto the scene.
It captures a high resolution image at 30 frames per second. The pattern only causes minor artifacts in the camera
image of an infrared illuminated table which can easily be
removed employing standard filtering techniques. Additionally, the Kinect is not affected by the table’s illumination
during the detection of interaction above and around the surface.
Taking the observations described above into account,
our proposed system concludes in a top-view setup using a
Kinect as shown in figure 1. We investigate the scenario of a
living room, where the coffee table is equipped with a digital
surface with a height of approximately 0.55 m. With a ceiling height of 2.50 m, the camera is installed 1.88 m above
the surface and captures the whole surface of the table and
an additional zone of around 0.3 m around the surface. This
setup allows for detecting interaction taking place above and
closely around the tabletop system.

3.2 Calibration
In order to use interaction above the digital surface in combination with touch and tangible interaction, the depth data
has to be aligned with the tabletop’s input coordinate system C, which in our case is left-handed and has its origin
at the upper left corner of the display. The x- and y-axes
are defined by the display coordinate system and the z-axis
is defined perpendicular to the xy-plane pointing upwards
from the table.

is determined in the right-handed Kinect camera coordinate
system CK and needs to be transformed into the common
coordinate system C. To obtain the transformation T that
maps CK into C, we establish an overdetermined linear system PR = T · PS with PR , PS ∈ R4×9 , which can be solved
in a least squares manner. Here, PR are reference points in
C and PS are corresponding points in CK . To determine
PR and PS , we arrange nine calibration objects consisting
each of a pole with a disc attached to both ends on the table
surface as shown in figure 2. To avoid degeneracy, we use
objects with heights equally spaced between 5 - 21 cm and
arrange them in a way that the centers of the upper discs do
not lie in a common plane (see figure 2). Placing the objects
on predefined locations on the surface, we know the center’s
coordinate of each disc in C and define these as reference
points PR . The order is defined by row starting in the upper left corner of the tabletop display. To achieve a mapping
of depth image coordinates and real world coordinates, we
manually select the center of each object in the depth image
in the same order to obtain PS .
3.3 Constraints
To retrieve depth data, we use the Open Source library libfreenect provided by the OpenKinect project3 , which was
freely available soon after the Kinect was launched. The
library delivers depth images with 11 bit resolution where
1 bit marks error pixels and 10 bits encode the actual depth.
OpenKinect also provides an approximation for converting
the raw disparity values r into the metric system. The approximation is given by
d = 1/(−0.00307 · r + 3.33),

(1)

where d is the depth value in meters and r ∈ {0, . . . , 1023}.
Using equation 1, a visible range results between 0.3 m and
5.30 m with a depth resolution that ranges from 0.0003 m to
0.084 m. Since the depth camera is installed 1.88 m above
the digital surface, we expect a depth resolution of at least
11 mm in our setup.
In [8], an analysis of the Kinect’s accuracy is given resulting in a random error of depth measurements from a few
millimeters to about 4 cm. To evaluate the depth precision
with respect to our tabletop setup, we captured a planar cardboard in nine different regions and at four different distances
to the surface. We define the distances to the surface in steps
of 10 cm each, starting with 10 cm above the surface. Table 1 shows the xy-resolution of the raw data as the average
3

http://openkinect.org
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Distance
points/cm2

10 cm
11.1

20 cm
12.7

30 cm
14.5

40 cm
16.3

Table 1 Average number of points per cm2 .
σ in mm

σ in mm

3.5

3.8

2.4

40 cm

3.4

4.6

4.7

30 cm

4.4

6.6

8.1

20 cm

5.1

8.1

6.4

10 cm

2.6

3.6

2.3

40 cm

3.8

2.8

4.9

30 cm

5.9

7.4

5.3

20 cm

5.6

4.1

5.9

10 cm

4.1

2.5

3.5

40 cm

4.1

6.1

4.3

30 cm

5.1

4.4

5.6

20 cm

4.7

10 cm

5.2

6.1

σ in mm

height above surface

Fig. 3 Standard deviations of the raw depth data, measured in nine
different zones and at four different heights above the surface. Bar
lengths are proportional to the standard deviations depicted for each
bar in mm. For each zone, four bars are shown in ascending order of
the measurement heights.

number of points per cm2 for the four distances. We average the data over 100 frames. In the closest distance to the
table, we obtain approximately 11 points per cm2 . This restricts the minimum size of an object that can be captured
theoretically to about 3.3 mm × 3.3 mm. Figure 3 shows the
averaged standard deviations σ of depth values for each zone
and height respectively. For clarification, the deviations are
assigned to bars that are proportional in length and that are
located in the nine regions of the table’s surface. One can observe that the depth noise tends to decrease, as height above
the table increases, i.e., distance to the camera decreases,
although a clear pattern throughout the zones cannot be established.
These technical limitations have to be taken into account
when designing the detection system. For instance, our system will probably not be able to detect fingers robustly as
additionally noise can be expected due to lighting conditions
and fast movements of the users.

4 Detection of arms and tangible objects
Our segmentation and detection algorithms build upon an
approach presented by Malassiotis and Strintzis [13] for the
detection of arms in depth data. However, their approach is
optimized for a front view scenario and does not include tangible objects. Therefore, we adapt the described segmentation and detection approach to suit our previously described
setup. Additionally, we advance the proposed merging of
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segments by using the segments’ regression planes. This results in two major improvements. Firstly, we can segment
arms more robustly since we consider the shape and orientation of arms. Secondly, we are able to merge segments that
belong to the same arm and are disconnected due to occlusion.
In the following, we first describe how depth data is acquired and preprocessed before we briefly present Malassiotis and Strintzis’s work. We then propose our enhanced
algorithm to merge segments and present how we adapted
the detection of arms and tangibles to work in our tabletop
environment. Finally, we describe a simple method to find
the optimal parameter configuration for both segmentation
and detection employing simulated annealing.

4.1 Data acquisition and preprocessing
Using the Kinect sensor, we obtain depth images consisting
of 640 × 480 pixels. Since the depth image is computed
based on the reflections of an infra-red light pattern projected on the scene, distortion may occur due to bad lighting
conditions or suboptimal reflection properties of the scene.
Additionally, the image may contain error pixels, meaning
invalid depth values. To reduce distortion and to compensate for error pixels, we apply a median filter with radius
MR to the raw data. Since we aim to detect interaction that
takes place above the digital surface, we segment all pixels
as foreground that have a smaller depth than the distance to
the surface. In the following, all algorithms are applied to
the foreground only.

4.2 Segmentation
As our segmentation algorithm is similar to the approach
presented in [13], we briefly describe their approach. The
segmentation of arms is composed of three steps. First, an
initial segmentation is conducted by sequentially scanning
the depth image once and assigning each pixel to a segment
depending on the Euclidean distances d in the depth value to
pixels in the neighborhood N . The result is a set of segments
S = {si |i = 1, . . . , n} where
si = {pik = (xk , yk , zk ) ∈ R3 |k = 1, . . . , mi }.
The second step merges small segments into larger ones by
minimizing the inter-cluster variance
V ariance(i, j) =| si | ∥ci − cij ∥2 + | sj | ∥cj − cij ∥2
until it reaches a certain number of segments τs . Here, ci ,
cj and cij are the centers
∪ of segments si , sj and sij respectively, with sij = si sj being the combined segment of
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Fig. 4 If the approach presented in [13] is configured to merge two segments of one arm (a), two segments of two different arms (c) will also be
merged as they have a similar inter-cluster variance and total scatter respectively. In contrast, our approach results in a definite smaller average
distance to the segments common regression plane Rij in figure (b) than in figure (d) that enables to merge the segments in both situations correctly
(i.e., (b) is merged and (d) is not merged).

each pair of si and sj . Finally, a hierarchical merging of adjacent segments is performed using the minimal total scatter
( ∑
)
Scatter(i, j) = trace
(x − cij )(x − cij )T
x∈si ,sj

of the combined cluster as criterion. Again, segments are
merged until a specific number of clusters is reached.
In their approach, both merging steps weigh all three dimensions equally to calculate the inter-cluster variance and
total scatter. Since arms have an elongated shape, two segments of the same arm, e.g., forearm and upper arm, have
a rather high inter-cluster variance and total scatter. In comparison, both measures are smaller for two segments resulting from different forearms. As a consequence, two crossing arms would be merged more likely than two segments
that belong to the same arm. Figure 4 illustrates this problem where two situations are shown from a side view. Limiting the distance using depth is not an option to avoid this
problem, as users might not always be holding their arms in
parallel to the xy-plane, i.e., the table’s surface.
Our approach performs an initial segmentation similar
to the algorithm we described above. To increase efficiency
and robustness, we extend this step with a Gaussian pyramid validation [17] employing the pyramid G with levels
LG and radius RG . In this step, adjacencies of segments
that are useful for merging segments are stored in a matrix. Afterwards, segments consisting of less pixels than a

threshold τc are removed to compensate for segments arising from distortion in the depth image. The following merging step is where our approach differs essentially from the
other approach, as we only conduct one merging step for
adjacent regions instead of two steps. We use the Euclidean
distances to the common regression plane of two segments
as the merging criterion. The detailed procedure is described
in the following. For each si ∈ S a set of adjacent segments Ai = {sj |sj ∈ S and sj adjacent to si } has been
determined in the initial segmentation step. Two segments
are defined as adjacent if they lie in a neighborhood to each
other in the depth image raster. Let Rij = (rij , nij ) be the
regression plane of sij with rij being a point on Rij and nij
being the unit normal vector of Rij . The average distance of
sij to Rij is
d(sij , (rij , nij )) :=

|sij |
)
1 ∑( k
(sij − rij ) · nij .
|sij |
k=1

The best adjacent segment sbest
is determined as
i

(
)
argmin d(sij , Rij ) , if d(sij , Rij ) < τm ,
sj ∈Ai
sbest
=
i
∅,
else
where τm is a predefined ∪
threshold. Finally, two segments
merge to a new segment si sbest
until no more matches are
i
found. Note that this convergence criterion is more flexible
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(b)

(a)

(c)

Fig. 5 (a) The raw image, (b) segmentation results using [13] and (c)
results employing our algorithm.

than the merging termination of the other approach, where a
fixed number of clusters is used. In this way, we allow multiple users simultaneously to interact and additional objects
to be used.
So far, adjacencies have been used to obtain segments
connected seamlessly in the depth data. However, as soon
as multiple arms are involved in the scene, arms may be occluded and thus split into separate segments. We further enhance the segmentation algorithm by a second merging step
to connect segments belonging to the same arm. To achieve
this, we make three assumptions:
1. The first principal components of segments that belong
to the same arm are oriented similarly.
2. The maximum distance between two segments equals an
arm width, since arms most likely are occluded by other
arms.
3. There exists a third segment that occludes the two separated segments.
Figure 5 shows the raw depth image (5(a)), the segments
resulting from the other approach (5(b)) and the results using
our approach with the second merging step (5(c)). Note that
in figures 5(b) and 5(c) data belonging to the same segment
have the same color.

4.3 Detection
The detection of arms again is based on the previously presented approach. We make use of the elongated shape of
(
)2
1
arms and use the eccentricity e = λλ00 −λ
∈ [0, 1] with
+λ1
λ0 and λ1 being the length of the two largest principal components of a segment and λ0 > λ1 . The larger e, the more
elongated is a segment. Therefore, we classify a segment as
arm if e is larger than a threshold. We use discs as tangible
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objects that, in contrast to arms, have a rather small eccentricity. Thus, we classify segments as tangible objects if e is
smaller than a threshold.
However, the other approach assumes a front-view setup
by selecting those segments closest to the camera. This assumption cannot be made in our setup since, e.g., heads segmented on the image border usually are closer to the camera
than hands and tangible objects. In particular, objects at the
image border have to be treated cautiously, since they can
easily be mistaken for arms or tangible objects.
Therefore, we set additional constraints for the detection
of arms and tangible objects especially suited for our setup.
Firstly, arms must have a minimum size Amin to avoid detecting small elongated objects, e.g., a part of a head at the
image border. Secondly, arms always reach out from the outside of the table towards the center. Hence, arms must always cross the image border, which is our second constraint
for arm detection. We use the threshold dmax (A, B) as maximal allowed distance of arms to the image border. In contrast to arms, the tangibles we employ have a fixed diameter
of 6 cm, which we use as one constraint by setting the maximal deviation allowed to this diameter to Tdev . Additionally,
since tangible objects are only used for interaction on the table’s surface, segments that are classified as tangibles must
not cross the image border. We use the threshold dmin (T, B)
as the minimal required distance of tangible objects to the
image border.
Additionally, we detect the position of hands using the
segments’ principal components. Due to the elongated shape
of arms, a good approximation of the hand position can be
obtained by adding the first principal component to the centroid of the segment. However, as the orientation of the first
component can vary, we have to set a constraint to choose
the correct orientation. Assuming that arms always reach
from the table border towards the table center, we define the
orientation such that the determined hand position is closest
to the table center.

4.4 Parameter Estimation
The presented approach involves a large number of parameters and thresholds. Clearly, optimal segmentation and detection results can only be achieved with appropriate parameters. There is little chance to find this configuration manually. A well established method to find a feasible solution
for optimization problems in large discrete search spaces is
simulated annealing [9].
The essential part of simulated annealing optimization
is the objective function f , that measures the distance of an
estimated solution to the optimal solution. Thus, we have to
establish a ground truth by labeling a set of depth images
I1 , . . . , In , n ∈ N. The highest precision would be achieved

8

Nadia Haubner et al.
Parameter

Range

MR
LG
RG
N
d in mm
τc
τm in mm
eArm
eT angible
Amin in pixels
Tdev in mm
dmax (A, B) in m
dmin (T, B) in m

1-5
1-5
3-7
1 -3
10 - 100
30 - 130
10 - 30
0.3 - 0.95
0 - 0.5
200 - 1000
0 - 20
0.05 - 0.2
0.1 - 0.3

δ

Estimated value

Preprocessing
2
Segmentation
1
2
1
1
20
1
Detection
0.05
0.05
50
1
0.01
0.01

1
2
3
1
100
30
13
0.4
0.45
500
1.4
0.12
0.17

Table 2 Estimated segmentation and detection parameters for our approach determined with simulated annealing. We assume these configurations as the optimum and employ the algorithms with the estimated
parameters.

if we assigned each image pixel to a specific segment manually and classified it as arm, tangible object or unknown object. However, this would result in an extensive labeling procedure. Hence, we propose a simplified labeling approach
where each image Ii is labeled with the absolute amount of
segments Cs,i , arms Ca,i and tangible objects Ct,i where
Cs,i , Ca,i , Ct,i ∈ N. We define fs as
∑
fs =
∥Cs,i − Ĉs,i ∥

Foreground pixels

0

1189

6533

9006

11310

Seg. obj.(our appr.)
Proc. time (ms)
Seg. obj. ([13])
Proc. time (ms, [13])

0
0.8
0
1.1

4
3.9
4
4.6

4
23.4
4
41.3

5
33.7
4
71.7

7
36.8
7
71.0

Table 3 Runtime comparison for an empty scene and four different
typical interaction scenes. We compare the number of segmented objects and the processing times needed for segmentation for our approach and the other approach. It can be observed, that the runtime
increases with the number of foreground pixels and that our approach
achieves a better runtime performance than [13].

two other criteria, i.e., the distance to the table border and
the segment’s size to compensate for these situations.

5 Experiments and results
In this section we present experimental results of the proposed segmentation and detection approaches. First, we give
an overview of processing times followed by segmentation
and detection results for typical scenes that we encountered
when the system is used in our scenario. We compare the
results with the approach presented in [13]. Afterwards, we
present the relative precision of the hand detection that can
be achieved. In the next section, we discuss the limitations
of our approach and give suggestions how to handle these in
applications. Finally, applications built upon our system are
described briefly.

i

for the segmentation, where Ĉs,i is the amount of segments
determined with the respective segmentation algorithm for
image Ii . For the detection, we define fd as
∑
∑
fd =
∥Ca,i − Ĉa,i ∥ +
∥Ct,i − Ĉt,i ∥
i

i

where Ĉa,i and Ĉt,i are the amount of detected arms and
tangibles in Ii respectively.
We define the range and increment for each parameter and set the initial state to a random configuration in a
way that all parameters lie in the defined ranges. In each
annealing step one randomly chosen parameter is altered,
i.e., increased or decreased by δ. We determine parameters
for our described segmentation algorithms and then use the
results to estimate the detection parameters. Table 2 shows
the parameter estimation results for our approach using regression planes to merge segments. Additionally, the table
includes the range and δ we used to determine each parameter. There is a range overlap using the estimates for eArm
and eT angible . This means that segments with eccentricities
within that overlap could be both classified as arm and tangible. However, we combine the eccentricity criterion with

5.1 Timing analysis
Besides the frame rate provided by the Kinect, the time critical part of our system is the segmentation step. Its runtime depends on the number of pixels that the algorithm
has to process. The detection step only involves comparison to the thresholds we defined in section 4.3, which comes
at no measurable computational cost for typical interaction
scenes. We therefore present segmentation processing times
of four different scenes in table 3 and give a comparison between the different approaches. Additionally, we present the
processing time of an empty scene as runtime baseline. We
ran the tests on a 64-Bit machine with a 3GHz Intel Core 2
Duo processor.
The simplest scenario is an empty scene, which means
that after background reduction no pixel remains to be processed by the segmentation algorithm. Hence, every pixel is
only processed once. When interaction takes place, the algorithm commonly has to process about 1000 to 10000 pixels.
One scene with the least foreground pixels is composed of
four tangibles only, while the others are mixed scenes with
both tangible objects and arms. The mixed scenes are depicted in figures 6(e), 6(f) and 6(d) in order of rising number
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of foreground pixels. It can be observed, that the segmentation time increases with the number of pixels. Note that
processing times using our approach are significantly lower
than those achievable by the other approach.

5.2 Segmentation and detection
Figure 6 shows segmentation and detection results for typical scenes that occur when our system is used in the presented top-view setup. For each scene, the raw depth image is shown along with the segmentations of the both approaches and detection resulting from our system. Each segment is displayed in a separate color while the detected arms
are displayed in magenta and tangible objects in cyan. In figures 6(a) and 6(d), it can be observed how disconnected segments are merged successfully using our approach while the
other approach fails in these scenarios. Also, a segment resulting from the user’s head is discarded in the detection step
successfully in figure 6(d) contrary to the other approach
where the head is merged with an arm. One limitation of
the segmentation approach occurs when the user is touching tangible objects. In the scene displayed in figure 6(e),
a tangible object cannot be separated from the arm reaching towards it. However, figure 6(f) shows that segmentation works successfully in a similar situation. Segmentation
based on the other approach does not work for either of the
two scenarios. Finally, figures 6(g) and 6(h) show results for
scenes with multiple users interacting at the same time.

5.3 Precision measurement
We aim to make a statement about the precision that applications can expect using our system to detect interaction above
a digital tabletop. Since segments of arms change their size
and shape during an interaction sequence, they can be categorized as harder to segment than tangible objects that have
a fixed size and remain at the same position for a longer
time. We thus evaluate the precision of our system using
arms as test data assuming that tangible objects can be detected with a higher precision. It is hard to establish the
ground truth of hand positions in application scenarios since
users are moving their arms and the actual hand position
cannot be measured. To obtain reliable test data, we installed
a measuring device as shown in figure 7(a).
We used two setups, where the device is installed with
an offset of 15 cm and 30 cm from the table border, from
which the user is reaching in respectively. We took snapshots of users placing their hand on the device (see figure
7(b)) with the depth camera installed on the ceiling (see figure 7(c)). In total, we obtained test data of ten users and took
ten snapshots each for both setups. The users were asked
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to repeatedly place their hand on the device for each snapshot in a way that the hand is positioned the same as before.
Determining the standard deviation of hand positions employing this data, we are able to evaluate which precision of
detected hands can be expected by an application, e.g., to
realize hover interaction.
In figure 8, the deviations from the average of the measured hand positions are illustrated for each user. Figure 8(a)
shows the total deviations for 15 cm and 30 cm distance
from the table border. The deviations range from 0.7 mm
to 12.5 mm for the configuration where the measuring device is installed with 15 cm distance to the table border. For
30 cm offset, the deviations range from 1.5 mm to 17.2 mm.
Also, the average deviation is slightly smaller for 15 cm offset than for 30 cm offset. This is probably due to the approach that we use to determine the hand positions. Slight
differences in the orientation of a segment’s first component
cause higher deviations the further an arm reaches into the
table’s interaction volume.
Figures 8(b) to 8(d) show the deviations for each degree
of freedom separately. It can be observed that for all degrees
of freedom most of the deviations lie in a similar range of up
to 1 cm. Also, for the 30 cm offset configuration a slightly
higher average deviation can be determined for x and y than
for the 15 cm offset configuration that is again probably due
to the length of the segment’s first component. Furthermore,
deviations in z are smaller than the raw depth deviation we
depicted in figure 3.
These results show that our system is capable of detecting interaction the user intentionally carries out at the
same position in the same pose with a precision of approximately 1 cm. However, when employed in a real application
scenario, users do not have the support of a measuring device, which introduces additional noise caused by the natural
movement of the user’s hand. Here, further measurements
in concrete application scenarios such as target selection on
the surface using hover interaction and selection of horizontal layers above the surface are necessary to come to more
significant conclusions concerning the applicability of our
system in tabletop environments.
5.4 Limitations
Our segmentation approach reaches its limits in certain scenarios. In particular, discrimination of tangible objects from
arms or other tangible objects is not possible if there is physical contact between them. In that case, they are merged to
one segment, usually detected as one arm (see figure 6(e)).
This configuration only occurs when the user reaches towards a tangible object to pick it up. As soon as the object is picked up, the hand mostly occludes the tangible. As
a consequence, it is not detectable by the depth sensor and
the previously segmented tangible will vanish. This problem
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Fig. 6 Segmentation and detection results for typical interaction scenarios. Each figure shows from left to right: raw depth image, segmentation
using approach presented in [13], segmentation using our approach and detection based on segmented objects using our approach. Note that for
segmentation results each segment is displayed in a randomly chosen color while the detection results are color coded with magenta for arms and
cyan for tangible objects.

(a)

(b)

(c)

Fig. 7 The setup used to obtain test data:(a) measuring device, (b) user placing his hand on the device, (c) depth camera installed on the ceiling.
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(a) Total deviations.

(b) Deviations in x.
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(c) Deviations in y.

(d) Deviations in z.

Fig. 8 The plots show the deviations from the average of the measured hand positions.

(a)

(c)

(b)

(d)

(e)

(f)

Fig. 9 Continuous interaction techniques implemented in our tabletop setup [5]: (a) to (b) hover interaction to resize digital items, (c) to (f)
continuous interaction to pick up, move and release digital items.

can easily be solved in the application by assuming that objects cannot vanish but are occluded or picked up by a hand.
Instead, the invisible object is linked to the hand with the
same position until it is detected as a separate object when
released by the hand.
A limitation of the presented detection approach concerns the shape of tangible objects. Their size is not crucial for a successful detection and it can easily be changed.
However, since we make use of the segmented objects’ eccentricities and arms naturally have a large eccentricity, we
need tangible objects with a small eccentricity to discriminate them successfully from arms. As a result, our approach
does not work for tangible objects in general but for those
with small eccentricities.

5.5 Applications
First experiences using our system in applications are encouraging. A set of continuous interaction techniques described in [14] have been implemented in our tabletop setup.
Figure 9 shows examples, where figures 9(a) and 9(b) depict
hover interaction to resize digital items on the surface. Figures 9(c) to 9(f) show a continuous interaction employing
both touch and hover interaction to move items. For further
reading on the evaluation of these techniques we refer to [5].
Additionally, a strategy game has been realized using continuous and tangible interaction as shown in figure 10.
These first results suggest that the precision and frame
rate are both sufficient to successfully integrate interaction
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Fig. 10 Strategy game using continuous and tangible interaction.

detected by our system and combine it with other modalities
such as touch and tangible input.
Our system allows multiple users to interact at the same
time, since there is no limit to the number of arms present
in the observed scene. However, the implementation of specific multi-user interaction techniques has to be associated
with constraints because the assignment of arms to the actual user is not generally possible at this point. This means
that interaction can be assigned to an arm and its hand while
continuously tracked by the system. As soon as a user moves
his arm outside of the observed area, the assignment gets
lost. As a possible solution to this problem, we suggest to
define certain spots, from which users should interact with
the system, e.g., different sides of the table. This way, both
arms can be continuously assigned to a user even when they
are moved outside of the visible area as shown in figure 11.
Here, the scenes shown in figures 6(g) and 6(h) have been
color coded with respect to the predefined interaction spots
a user is in. This way, user identification can be used as an
information channel for interaction design.

(a)

(b)

Fig. 11 Identification of users using predefined interaction spots.
Users’ arms are color coded with respect to their user id while tangibles are color coded in cyan.

over, this could enhance the design of interaction techniques,
e.g., when defining the size of digital objects or horizontal layers above the surface. Furthermore, advancing the approach towards the detection of other and more specific body
parts such as the head, forearm and upper arm would add
benefit to the system. Firstly, the detection would become
more robust against ambiguities, since the body parts underlie naturally defined kinematic constraints. Secondly, the
knowledge about the whereabouts of body parts would equip
interaction design with new possibilities. Finally, applications involving multiple users have to be developed using
our system in order to examine possibilities and limitations
with respect to multi-user interaction techniques.
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